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Abstract

Integrating a system of disparate components to form a single application is still a daunting,
high risk task, especially for components with heterogeneous communication expectations. It
benefits integration to know explicitly the interoperability conflicts that can arise based on the
current application design and the components being considered. However, there is no consistent
representation of identified conflicts that also defines strategies to resolve them. Instead,
developers use prior experience which may have consequential gaps. In this paper, we formulate
a common representation for six major interoperability conflicts that arise through discrepancies
or direct mismatches among architectural properties of interacting components. We use an
Extender-Translator-Controller (ETC) classification scheme to describe the conflict resolution
strategies. Detailing these associations as patterns provides insight into formulating an overall
integration architecture design reflecting the solution strategy for developers to codify with
respect to all components in the application. This approach moves conflict detection and
resolution toward automation, immediately reducing the risk associated with the development of
component based integrated systems.
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1. Introduction

A component is a stand-alone piece of software that can be used as a building block to create
larger, more complex software systems. This type of system development is popular because it
promotes reusability and reliability. When applications are created by integrating multiple
components, developers must create a flawless and transparent communication exchange of data
and control between those components to achieve the application objectives. We use the term
component interopeaability to refer to this data and control communication across components.
Frequently, components have opposing communication styles, data representations, protocols,
synchronization paradigms, or processing expectations. When this occurs, the components have
an interopeability conflict that prohibits them from communicating properly within the
application.

Integration solutions are often created in an ad hoc manner, in which ‘hidden
incompatibilities’ are not discovered until their side effects emerge during implementation
(Kotonya 2001). The complexity of conflicts coupled with the ad hoc approaches used to resolve
them in code has made component based development a risky endeavor. The resulting
application is rigid, may have difficulty completely satisfying requirements, and is filled with



application control problems (Jonsdottir 2002), making it a high risk, but still necessary
development task.

Many developers believe middleware to be the answer. Though middleware can be used to
resolve specific conflicts, like transport and transparency, it contains its own processing
expectations and standards that influence component interoperability (Medvidovic 2002). These
difficulties contribute to the problems seen in realizing the benefits of software reuse and
component-based software development - mainly increased system reliability and reduced
development costs. A structured, analytical development process is needed that includes abstract
architectural solutions to increase the chances of clear resolutions of interoperability conflicts
among reusable components (Lutz 2000). These factors are not available in current development
processes because interoperability conflicts are not represented in a manner in which they can be
easily considered.

Furthermore, the best time to form a resolution strategy to interoperability conflicts is as the
architectural description of the component-based application is being formed. This allows the
strategy to be described in terms of an integration architecture that is explicitly represented in
the architecture design artifacts. This integration architecture is an abstraction of the core
functionality needed in the integration strategy, down to single functional elements. These
elements are then composed to resolve interoperability conflicts while maintaining the
requirements and capabilities of the integrated system (Mularz 1994) (Shaw and Garlan 1996).

Architectural patterns aid developers by promoting proven, high-level solutions to common
design scenarios. Mularz first introduced the concept of describing architecture patterns to solve
integration problems (Mularz 1994). These patterns were preliminary representations of
integration strategies but did not assist with identifying the integration problems. The patterns
were neither exhaustive nor generalized enough for consistent application. Architectural patterns
(Buschmann, Meunier et al. 1996) (Schmidt, Stal et al. 2000), including Enterprise Application
Integration (EAI) patterns (Lutz 2000), are focused on development context, not the causes of
component interoperability in a multi-component application.

In this paper, we describe patterns of interoperability conflicts to aid the design and
development of multi-component integrated systems. These patterns model interoperability
conflicts among interacting components, describing the forces behind the conflicts and the
design expectations for their resolution. In addition, basic integration functionality is given for
these individual conflicts in order to present reusable solutions for the composite design of an
integration architecture. We detail six conflict patterns and an Extender-Translator-Controller
(ETC) classification scheme for their solutions that provide coverage of (Gamma, Helm et al.
1995). Our approach to resolving component interoperability addresses several of the problems
that have been identified as contributors to high risk projects (Mizuno 2000). Specifically,
developers can identify all the required development tasks to integrate two components if they
first ascertain what conflicts can arise. Examining components from an architectural perspective
aids this identification (Land 2003). In addition, analyzing individual conflicts encourages the
development of a correct integration strategy for each. Developers may then combine those
strategies to form a cohesive solution. Finally, developers will reduce problems caused by a lack
of expertise by employing reusable patterns that help describe and resolve interoperability
conflicts (Buschmann, Meunier et al. 1996).



2. Background

Software architecture is the description of the components in a system, the connectors that
govern the interactions between the components, the overall configuration of components and
connectors, as well as principles and strategies guiding their design and evolution over time
(Perry and Wolf 1992),(Shaw and Garlan 1996). Software architecture provides a suitable level
of abstraction for formal modeling due to high level descriptions of computational elements and
their allowable connectivity within an application. Architectural styles and patterns have been
modeled with respect to the underlying components and connectors (Gamble 1998).

There are many characteristics, at differing levels of abstraction and viewpoints, which
describe components architecturally. Previous research examined 70 published component
architecture properties, performed extensive empirical analysis, and developed semantic
networks relating the certain architectural properties and application constraints (Gamble 2002).
With respect to interoperability, these properties and constraints can be described by ten high-
level characteristics shown in Figure 1. The characteristics describe the exposed interfaces of
components by addressing the interaction and coordination of the components that are necessary
to satisfy the application requirements (Jonsdottir 2002),(Davis, Flagg et al. 2003). The
characteristic name is in column one. The definitions and values of the characteristics appear in
the remaining two columns, respectively.

The architecture of software components can serve as a high-level description of how the
components can interact with each other and the structural constraints on those interactions
(Medvidovic, Rosenblum et al. 1999). The architectural style of an application also places
requirements on component interaction. In many cases, middleware is used to mediate between
components with conflicting architectural characteristics, but middleware can actually add to the
conflicts (Medvidovic, Dashofy et al. 2003). For this reason, our approach relies on software
architecture to examine interoperability problems and proposes solutions in the form of
architectural integration elements (Keshav and Gamble 1998) (described in detail in the next
section). Architectural integration element solutions allow for unique conditions to be addressed
while promoting reusability when possible. Since this approach is based on the architectural
properties of the components and of the application as a whole, the approach can be applied to
any component integration problem.

Abd-Allah studies component integration based on specific architectural styles (Abd-Allah
and Boehm 1996). This approach signifies a starting point for organizing an integrated system
and examining the problem as a set of entities and constraints that conform to the prescribed
architectural style (Abd-Allah and Boehm 1996). The results conclude that a components’
individual style can reveal the conditions that might cause its integration to fail. Though a
restricted number of styles were considered, this work provides an initial impetus to identify and
reason about architectural mismatches among heterogeneous components.

Mularz defines integration architecture as the integration mechanisms available to
components, plus the desired capabilities for the final integrated system (Mularz 1994). This
perspective points to foundational integration architecture patterns that offer interface extensions,
additional services based on the integrating components, message brokers, shared information
and reusability. It is the first sampling of interoperability conflicts, though they are not well-
defined. Other efforts examine the problem of component interoperability at an enterprise level.
Lutz identified some Enterprise Application Integration (EAI) patterns (Lutz 2000). These
patterns discuss potential interoperability solutions based on common scenarios from interacting,
enterprise application components. Building on previous design patterns(Gamma, Helm et al.



1995), EAI patterns loosely describe interface extensions, message brokers, message queuing,
location transparency and negotiation, and component decoupling. However, their usefulness is
limited to the specific scenarios covered and the patterns are not directly extensible to unique
interoperability problems.

Characteristics

Definition

Values

Blocking

The thread of control may
become suspended during
execution.

Blocking, Non-Blocking

Control Structure

The structure that governs the
execution in the system.

Single-Thread, Multi-Thread,
Concurrent

Control Topology

The geometric form control
flow takes in a system.

Hierarchical, Star, Arbitrary,
Linear

Data Format
Difference

The data passed between
components is a consistent
format.

Yes, No

Data Storage

The data storage model.

Local, Global, Distributed

Method

Data Topology The geometric form data flow | Hierarchical, Star, Arbitrary,
takes in a system. Linear

Identity of Awareness of other Aware, Unaware

Components components in the system.

Supported Control | The method supported to Explicit, Implicit, None

Transfer achieve control transfer.

Supported Data The method supported to Explicit, Shared, Implicit-

Transfer achieve data transfer. Discrete, Implicit-Continuous,

None
Synchronization The level of dependency of a Synchronous, Asynchronous

module on another module’s
control state.

Figure 1: Basic Architecture Characteristics

Well-known patterns also embed integration issues in their descriptions (Buschmann,
Meunier et al. 1996). A Proxy functions as a representative of a component when communicating
with an external client (Buschmann, Meunier et al. 1996). The Broker might assist clients and
servers with location transparency, plug and play mobility, and portability (Buschmann, Meunier
et al. 1996). The Wrapper-Facade addresses the lack of robustness and portability in non-object-
oriented component interfaces (Schmidt, Stal et al. 2000). Finally, the Interceptor architectural
pattern provides a solution for transparently extending an existing solution (Schmidt, Stal et al.
2000). These patterns are useful for providing solutions to very specific situations but do not
help recognize hidden conflicts that exist between interacting components. Any benefit gained
by reusing these patterns is lost if conflicts are not unidentified as part of the design process.

Integration strategies are generically defined as descriptions of the functionality needed to
solve the conflict or interoperability problem. Some may consider them to be architecture
connectors with specific functions (Mehta, Medvidovic et al. 2000). The objective is to describe
them in terms of elemental functionality (Gamble 1998). As revealed in many patterns and



integration solution discussions (Abd-Allah 1996) (Gamma, Helm et al. 1995) (Buschmann,
Meunier et al. 1996) (Lutz 2000), there are three categories of integration solution functionality:
extension, translation, and control that comprise the ETC classification scheme below with their
class descriptions and other details available in (Gamble 1998).

Extender. An extender adds features, such as buffering, callbacks,
opening/closing files, polling and performing security checks external to the
component so that it can complete its control/data exchange (Gamble 1998). For
many developers, extension is perhaps the most natural functionality to
incorporate. Published integration solutions that satisfy the extender role are
interceptors and extension interfaces (Buschmann, Meunier et al. 1996) (Schmidt,
Stal et al. 2000). Extender solutions have a structural purpose, as defined in
(Gamma, Helm et al. 1995), since they provide additional capabilities to a
component which allow it to more easily interact with other components. Many
integration solution strategies automatically pair an extender with a translator or a
controller.

Translator. A translator performs data transformation, marshalling, and the
mapping of functions on input data that can be combined from multiple sources
(prior to transformation). All input data (procedure calls, signals, parameters,
event calls, shared data, remote procedure calls, and information) must have a
uniform structure that is considered the domain of the translator. The results of the
translation are in the range of the translator. The actual conversion is done
without changing the content or meaning of the information. All translated
information is sent to the sink component(s) of the translator. Published examples
of solutions that include translators are bridges, adapters, filters, and converters.
These solutions have a structural purpose since they affect component interaction
but do not change the interacting components designed behaviors (Buschmann,
Meunier et al. 1996) (Gamma, Helm et al. 1995) (Gamble 1998).

Controller. A controller (also router, decision process) coordinates and
mediates the movement of information and control among components (Gamble
1998). Controllers execute a predefined decision-making algorithm based on the
input data, the identity of the source and sink components, and the controller’s
own understanding of its domain and context. This allows the determination of
which source input information to pass, modify, or discard and to which sink
components valid information is transferred. Published examples of integration
solutions that satisfy the controller role include facades, brokers, blackboard
controllers, rule-based controllers, and selectors (Buschmann, Meunier et al.
1996) (Mularz 1994) (Lea 1994) (Gamma, Helm et al. 1995). A controller may
provide a creational purpose, a structural purpose, or a behavioral purpose as
described in (Gamma, Helm et al. 1995) depending on the conflict that it resolves.
A controller could fulfill a creational purpose when initializing another
component before a transfer can occur. A controller will serve a structural
purpose when providing a facade. It will serve a behavioral purpose when
mediating among multiple components.



3. Conflict Patterns

In this section, we define six interoperability conflict patterns. The patterns assume the
existence of a source component that is inhibited from communicating with a sink component.
That is, we specify recurring problems given unidirectional exchange of control and data. If the
exchange is bidirectional and the same conflict is predicted, then the solution strategy is
mimicked in the alternate direction. We rely on the characteristics defined in Figure 1 as known
contributors to interoperability problems among interacting components. These characteristics
are based on empirical evidence gathered from literature and experience (Davis, Flagg et al.
2003) and forms the foundation for the following common conflict patterns. The ETC
classification scheme is used to formulate a solution between the components. Though, not in the
scope of the paper, these solutions can be composed to form larger integration architectures
(Keshav 1999). The appearance of each pattern in published literature is given following the
solution discussion.

The conflict patterns are defined by three major factors: (1) the situation, context, or
environment in which the conflict can occur, (2) the recurring properties comparisons that
contribute to the conflict and (3) a generic solution to resolve the conflict. Each pattern reflects
an interoperability conflict between two interacting components. The analysis that describes the
conflict assumes there is no mediator or glue code i.e., we are not concerned with middleware at
this time. Our pattern language is an extension of the foundational pattern language set forth in
(Buschmann, Meunier et al. 1996). Following the presentation of each pattern, brief examples
and references are given illustrating the occurrence of the pattern in systems and literature.

3.1 The Restricted Control Transfer Conflict Pattern

Often, components contain control transfer mechanisms that are restrictive in their
expectation and support of transfers to a sink component. Each component expects its interacting
components to have similar methods of control transfer, and therefore, similar support for access.
A mismatch in these can inhibit the exchange. In some cases, a control transfer point may not be
strictly defined in a component’s architecture but rather a particular mechanism is used to
transfer control. This narrow expectation of transfer mechanism can also cause this
interoperability conflict.

Name: Restricted Control Trander

Context : Two components need to exchange control. Both components are aware of each
other and have mechanisms to support control exchange. However, their mechanisms are
incompatible. Figure 2 below illustrates a source component that broadcasts messages to transfer
control. The sink component expects control transfer through a direct call. These contradictory
expectations restrict the components’ abilities to successfully transfer control.

Problem : From an architectural perspective, a components’ internal topology drives its
expectation of where control is transferred and the restrictions on that exchange (Gacek 1997).
These expectations are also apparent in what supports the control transfer within the component.
From a design perspective, one component may require control exchange through a particular
port or a particular interface that the other component does not support. A deviation from support
mechanism expectations can completely inhibit the exchange.
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Figure 2: Example of Restricted Control Transfer

Forces:

* The control topologies of components are generally not malleable since they are based on
the underlying (and generally unavailable) implementation. A source with a structured
control topology conflicts with a sink having an arbitrary or unrestricted control topology
because the source is expecting a single transfer point and the sink does not support
transfer through a particular point.

* Components do not support a variety of control exchange mechanisms or styles. Thus,
contradictory supported control transfer properties can indicate where this conflict
occurs.

* If a source broadcasts messages to transfer control implicitly to a sink that has a
structured topology, such as hierarchical, linear, or star, then the sink topology expects
control transfer to occur at one point or explicitly, which can be problematic.

Solution : Components having this conflict need the coordination and directed movement
provided by controllers in the form of decision makers (what support is needed for exchange)
and routers (where the control exchange occurs and whether transfer is expected to be returned).
Thus, controller functionality is the main integration enabling strategy. Optionally, an extender
can provide additional functionality such as a call and return mechanism if control is returned
and processing must be blocked.

Representation : In the UML diagram in Figure 3, a sample solution strategy is depicted
with an extender providing call and return functionality and a controller providing transfer
destination decisions between a source component with support for explicit control (call and
return functionality) and a sink component with arbitrary control topology.

Example : Referring back to Figure 2, we assume the source component has a structured
control topology (such as hierarchical) and explicit supported control transfer that expects a
direct call. The sink component has an arbitrary control topology. It has implicit supported
control transfer and therefore, broadcasts messages to transfer control. This combination of
interacting components will likely exhibit a Restricted Control Transfer conflict. An extender
and controller can resolve the conflict. The extender will utilize a call and return mechanism to
transfer control back to the source component while a controller will accept a control transfer
from the extender, performing analysis to determine the correct sink transfer to broadcast.

The Restricted Control Transfer will also occur when a component with a structured control
topology must pass control to a component using arbitrary control topology; the arbitrary control
component doesn’t have one clear access point and cannot support call and return functionality.
Again, a controller can be used to provide a control exchange via a broadcast message to an
arbitrary control topology. Similarly, a component of any topology that supports only implicit,



broadcast type, control transfers can cause the same conflict when interacting with components
expecting an explicit control transfer.

QnterfaceE QnterfaceE
Source Component Sink Component

Request Request
1 1
Ext?nder Controller
Buffer: <unspecif> = null Buffer: <unspecif> = null
ReceiveControlTransfen() 1 1|ReceiveMsg()
SendMsg() Reauest|DetermineMsgDestination()
ReturnControlTransfer() eques SendMsg()

Figure 3: UML for Restricted Control Transfer

This conflict appears in (Abd-Allah 1996), where Softbench, an event-based tool integrator
by Hewlett-Packard is used in an integrated CASE tool, called AESOP, developed by Carnegie
Mellon University (Garlan, Allen et al. 1995). Softbench is non-blocking and the integrated
system requires coordination between four separate entities followed by an operation on the
group. In (Abd-Allah 1996), it is suggested that the solution to the integration problem above is
to “include simple trace-based constraints on the order of events transmitted and received by
entities.” Constraint definitions can be stored within an extender serving as an external buffer to
support the controller in the sequencing of events.

3.2 The Unspecified Control Destination Conflict Pattern

If a source component is trying to pass control to invoke particular functionality in the sink
component but there is no control transfer destination or mechanism to provide the access point
of delivery, then this conflict occurs. The source component cannot perform the control transfer
to the needed destination in these conditions. This conflict is distinct from the Restricted Control
Transfer conflict because here the destination is confused, missing or unknown.

Name: Ungpecified Control Destination

Context : This condition occurs when the calling component is aware of the sink component
but cannot locate or contact the control transfer access point for delivery to the sink component
or the sink component provides no mechanism for control transfer. This conflict is illustrated in
Figure 4 below where the source component cannot transfer control to an encapsulated service.

-

Hierarchical Control

Topology Hierarchical Control Topology

(with encapsulation)

Figure 4: Example Unspecified Control Destination Problem



Problem : Direct communication between components is often a necessary form of control
transfer. Kazman states that a component that cannot accept control transfers may not be easy to
reuse in an integration (Kazman, Barbacci et al. 1999). From an architecture perspective, a
source may be unable to locate a specific transfer point in the sink; communication is then
hindered between the two components. From the design perspective, encapsulation, object-
oriented designs, and dynamic binding all contribute to the Unspecified Control Destination
conflict. Encapsulation is a method of hiding implementation details including services. Object
oriented designs provide a limited interface to external components. Dynamic binding can also
cause problems for communicating components since components that are dynamically bound
are not consistently located in a distributed system (Yakimovich, Travassos et al. 1999).

Forces:

* Components often use encapsulation or an object-oriented design which prohibits private
methods from being called directly.

* Some components use dynamic binding which prohibits calling from non-dynamic bound
methods outside the component.

* A source with an arbitrary control topology will pass control through broadcast
messaging. The sink may receive the control transfer at multiple entry points into the
component. It will be unclear what entry point is the focus of control. A source
component with implicit control transfer and a sink component with a concurrent control
structure could exhibit this conflict if multiple entry points into the concurrent component
receive the control transfer.

* A single threaded control structure in the source may not be able to pinpoint the control
transfer access in a sink with a concurrent control structure.

Solution : An intermediary can be used to act as an entry point to the sink by extending the
interface of an encapsulated or object-oriented component, basically forming the needed
mechanisms for control transfer. Also, an intermediary can provide a static interface to a
dynamic bound component. These functional requirements can be met by an extender. An
extender can provide the additional services needed by one or both components in order to
facilitate the control transfer.

In the case of extending an encapsulated design, the benefits realized by the original
encapsulation may be lost. However, if the architectural design of a component prevents a
control exchange, the extender solution can increase the component’s reusability (Kazman,
Clements et al. 1997).

Representation : The resolution strategy for an Unspecified Control Destination conflict
includes an extender as shown above in Figure 5. It is possible for one or both components to
require extension.

Example: Examples and variations of extending a component interface are described in
detail in (Schmidt, Stal et al. 2000). The examples vary from simple extension objects to a
dynamic extension interface. Above in Figure 4, a source and sink component are shown with
the same control topology. However, the sink cannot locate the point of control transfer because
the sink is encapsulated.

For a statically located component calling a component that uses dynamic binding, an
extender such as the proxy design pattern (Buschmann, Meunier et al. 1996) can provide the
functionality and interface to solve the integration problem. Additionally, this conflict is
identified in (Abd-Allah and Boehm 1996), where InterViews, an event-based GUI builder by
Stanford is used in an integrated CASE tool, called AESOP, developed by Carnegie Mellon



University (Garlan, Allen et al. 1995). InterViews provides window children but does not
provide for a method of manipulating these windows (Abd-Allah and Boehm 1996). In (Abd-
Allah and Boehm 1996) no solution is presented for this integration problem. An extension to
InterViews could be created to allow manipulation of these window children.

QnterfaceE
Source Component

QnterfaceE
Sink Component

Extender *
Buffer: <unspecif> = null
:ReceiveMethodRequest()

Process MethodRequest() 1
PassControlTolnternalMethod()

Request

Figure 5: Unspecified Control Destination Solution

3.3 The Uninitialized Control Transfer Conflict Pattern

A source may not be able to ‘see’ the sink to which it wants to transfer control or the source
may not support any mechanisms to perform a transfer. Therefore, the sink mechanisms and
access points for control exchange may be present and may even be compatible. However, they
are not visible to the source component for some reason. Alternatively, a sink component may
require some action to occur or information be conveyed prior to a control transfer that the sink
is not privy to. These circumstances inhibit the initialization of the control transfer path from the
source to the sink.

Name: Uninitialized Control Trander

Context : Two components need to exchange control but the source component is unable to
initialize the communication path to the sink as illustrated in Figure 6.

Problem : A component that has no knowledge of the other components in the system
would have difficulty communicating. This is especially true for components that expect an
explicit transfer of control. Source components with a lack of awareness of other component
interface connections cannot perform a transfer. In addition, a sink may require some
functionality to occur before a source can begin a transfer. These situations all reflect an
Uninitialized Control Transfer conflict.

(-

Unaware Identity of Components Explicit Control Transfer

Figure 6: Example Uninitialized Control Transfer Problem
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Forces:

» Two components cannot ‘see’ or locate each other.

* A component, unaware of other components in the system, cannot initiate any control

transfers.

» A blocking component will assume a passive role in a system and will have difficulty

initiating a control transfer to another component.

+ Any component that does not support a control transfer method, obviously cannot initiate

a control transfer.

+ Sink initialization requirements may be unmet by source capabilities.

Solution : The Uninitialized Control Transfer conflict can be resolved with an integration
strategy that invokes a negotiator to which the components can communicate. For components
able to support a control transfer mechanism, a controller would act as the negotiator to accept
all control transfers and subsequently direct control to the appropriate sink. Controllers can make
difficult, compound decisions to determine where to pass control. In this case, the control must
know to which component control is being passed when the source component is unaware.

For components with no transfer mechanism, an extender is needed to perform a polling
function to determine when it is time to pass control. Once the extender determines a transfer is
needed, it forwards the exchange to the controller. For source components needing additional
functionality to initialize a sink, an extender can perform the initialization once the controller
directs the transfer.

Representation : Uninitialized Control Transfer solutions contain components,
controllers, and possibly extenders. A controller is used to direct control to the appropriate
component. A controller will have one component (or an extender) as its source and not less than
one sink component. If the source component supports control transfer, it will transfer control to
the controller. Otherwise, the extender will poll the source to determine when control should be
transferred. Once the controller receives control, it then uses its internal strategy, e.g., a lookup
table, to determine the correct sink. The controller then forwards the control to the sink
component. Figure 7 depicts the UML representation of the structural and behavioral aspect of
the above integration solution.

Example : An integration effort may be hindered by one or multiple components that are
unable to exchange control. If control transfer mechanisms are unrecognizable by participating
components, control transfer will be obstructed (Abd-Allah 1996). Furthermore, components
wishing to pass control may have no means to do so (Gacek 1997). Such things as awareness of
communication partners and the connectors by which they naturally communicate are factors
contributing to this problem. Thus, if a component cannot push communications to and beyond
its interface, control exchange is impossible.

From an architecture perspective, consider a UNIX filter and a C function. A UNIX filter is
unaware of other components to which it must pass control while a participating C function
expects control to be passed to a specific point. A UNIX filter cannot perform a point-to-point
contact needed by the C function without assistance. This is because the UNIX filter is an
unaware component and expects to be completely decoupled from other components. A C
function, however, must be directly called.

As illustrated earlier in Figure 6, the problem can occur when a source component cannot
communicate with sink component as it is unaware of the identity of that component.
Components can be unaware due to blocking or if they cannot see the control transfer path of the
other participating component (Abd-Allah and Boehm 1996).
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Figure 7: Example Uninitialized Control Transfer Solution

This conflict also occurs when a sink component is expecting session based interaction but
the source is session-less. An extender will request information required by the sink to
authenticate and begin a session. The controller can determine when a new session must be
established, establish new sessions, and end sessions if necessary. Similarly, dynamic sink
components can be initialized using this solution when a new sink instance must be created
before the source can perform a control transfer.

A facade (Gamma, Helm et al. 1995) design pattern or the integration fagade (Lutz 2000)
EALI pattern describes a similar strategy to resolve an Uninitialized Control Transfer conflict.
The fagade provides a unidirectional, simple interface to other subsystems through a controller.
This provides a default view of complex sub-system components, making them easier to use. The
fagade takes in requests and forwards those requests to the appropriate component based on an
embedded decision strategy. Thus providing components that require some direct initialization
as a means by which they can be called expressly. The integration facade also provides a
simplified interface; however, it is presented for a specific integration context. It is used in a
client/server environment to make non-integrated application services available to other
applications, e.g. stovepipe application information in a web-based user environment.

3.4 The Inhibited Rendezvous Conflict Pattern

Two heterogeneous components cannot alter their blocking or synchronization
characteristics. Incompatibility in these structural characteristics can inhibit a control transfer
rendezvous.

Name: Inhibited Rendezvous

Context : The actual meeting or rendezvous to transfer control between heterogeneous
components is hindered due to the blocking characteristics or synchronization expectations of the
components. If a sink is blocking while waiting for some event to occur then a source cannot
perform a handshake transfer with the sink. It is also important to note that matching blocking
and synchronization characteristics among components does not mean this conflict will not
occur. Two blocking components can experience an inhibited rendezvous. Figure 8 gives a
diagrammatic representation of an example inhibited rendezvous conflict.

12
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Figure 8: Example Inhibited Rendezvous Problem

Problem: The meeting of two components to exchange control cannot occur due to
incompatible structural and/or functional characteristics of the components. From the
architectural perspective, this can occur when blocking components refuse to unblock to accept a
control transfer.

Forces:

« Components cannot change their blocking characteristics.

« Components cannot alter their synchronization paradigm.

+ Components cannot handshake if one is blocked while waiting for information from
another (or the same) source. Blocking components must unblock to process a control
transfer.

+ Intrinsically, a non-blocking, asynchronous component does not rendezvous. Yet, when it
communicates with synchronous components, components using explicit control
transfers, or components having a single threaded control structure, a rendezvous is
expected.

Solution : Components need to handshake or rendezvous through an intermediary that
simulates a waiting component and buffers the exchanged data. The intermediary would contain
an extender to poll when the exchange can take place and to store calls until the sink component
can receive them. Thus, an extender simulates a single, waiting thread or message queue, which
runs simultaneously with the component who wants to transfer the control. The component can
communicate with the extender (synchronously or asynchronously depending on its
expectations). The extender, in turn, initiates the waiting thread to which it directly delivers the
control. This solution allows a component to exchange control, regardless of the sink
component’s readiness.

Representation : Two components having synchronous and asynchronous or blocking
and non-blocking communication styles can interact without conflict using an extender.
Extenders simulate the synchronous exchange at one port and the asynchronous exchange at the
other. In this way the extender provides support for a rendezvous despite a lack of compatible
exchange capabilities of the components. The extender receives and buffers requests from the
synchronous component and makes them available to the asynchronous component when it is
polled or receives a message indicating that the asynchronous component is available.

The Inhibited Rendezvous solution contains components and an extender. Figure 9 depicts a
UML representation of the structural and behavioral aspects of one solution to the Inhibited
Rendezvous conflict. The source component is the synchronously communicating component,
which transfers control to the extender. The extender buffers the control in a message queue or
initiates a thread and transfers control when the sink component indicates it is ready.
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:Buffering()
ReceiveControl()
TransferControl ()

Request

Figure 9: Example Inhibited Rendezvous Solution

Example : From an architecture perspective, components that block can cause this
interoperability conflict to exist. Deadlock occurs when threads of communicating components
are blocked or have failed. Rendezvous problems also occur when the components involved in
the exchange have independent and non-terminating execution that cannot be pre-empted, or
several seats of control. In these cases, the communicating components may not be able to
synchronize.

Another example involves a batch system. A batch system expects to run to completion and
then discontinue its execution, at which time another component can run. If the batch system
expects to transfer control to a background process, then that background process must be ready
to accept the transfer. If the background process is already concurrently running, the transfer will
not be accepted. Therefore, the batch process will never restart as it has no means to exchange
control and deadlock occurs. In this case, the batch system cannot initiate its communication and
an extender can serve as a rendezvous point that simulates handshaking and allows control
transfer to be returned to the batch process upon completion, preventing deadlock as seen in the
Compressing Proxy problem (Inverardi, Wolf et al. 2000; Davis, Gamble et al. 2001).

This conflict can also occur when a synchronous or sequential component tries to exchange
control with a non-blocking component. In this case, the non-blocking component can continue
processing infinitely. This makes a handshake or rendezvous impossible. In (Mularz 1994) the
author has presented a “wrapper” pattern that matches the functional intent of the solution for an
Inhibited Rendezvous conflict. The wrapper pattern provides a means by which components can
communicate.

3.5 The Invalid Data Conflict Pattern

If the source component tries to share data with a sink component that uses a different data
format, the data will appear invalid to the sink component.

Name: Invalid Data

Context : The data format of interacting components in the application integration is
inconsistent. As illustrated in Figure 10, two different components sharing data, one using a text
data format while the other is using an object data format, will conflict.

Problem : Data formats of individual components are different. Therefore, the receiving
component cannot interpret or use the data.

Forces:

* Components often use different formats for data.

* A component cannot change the format of its data without great effort.
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* Applications often require the same data types and contents to be shared among multiple
heterogeneous components.

* Data must be translated, (e.g., direct data translation, parameter formatting, etc.) into a
format the sink component understands.

* Data marshalling and filtering is often expected in application integration.

Text Data Object Data

Figure 10: Example Invalid Data Problem

Solution : When data is converted from one format to another, a translator is used. A
translator can compile, aggregate, and otherwise filter source data and translate it to match the
format expected by the participating component. A translator can also alter the message
parameter order so that all data are sequenced correctly. In some situations, the translator may
convert data from multiple source components into an intermediate format. Each time the data is
shared with any one of multiple sink components, the translator performs another conversion to
place the data into the appropriate format for that particular sink component.

Representation : The Invalid Data Pattern contains components and a translator. A
translator interacts with at least one source component and one sink component. This integration
element provides format consistency for the communicating components. Thus, what is
forwarded to components through a translator has been adapted to the correct interface. Figure
11 depicts the UML representation of the structural and behavioral aspects of an integration
solution for the case of multiple sink components and one source component, as per the ETC
Classification scheme.

As a result of this solution strategy, heterogeneous components having different data formats
can talk to each other with the help of a translator providing data format transparency. Designers
should note that a translator designed to use direct addressing will be tightly coupled to its
components.

Also, possible future changes to the components interaction should be reviewed before a
single translator design is chosen. When one translator is used to communicate with multiple
source components, it is likely that many different formats, varying by the number of source
components, will be supported. This increases the complexity of the translator functionality as it
must recognize all these formats and configure and translate them all correctly.

This pattern is not directly visible from the architectural view of the integrated system as we
present it because there are no architectural characteristics to signal a data format
incompatibility. However, this disadvantage is mitigated by the fact that this conflict is the
easiest to detect.
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Sink Component
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InputData : <unspecif> = null
TranslateData()
ReceiveData()
CrossCheckParameterTypes()
MarshallData()

Request Request

Figure 11: Example Invalid Data Solution

Example : If the data formats do not agree, then data received by a component will have no
meaning, and all subsequent computations performed on the data will also result in invalid data.
In (Gacek 1997) and (Abd-Allah and Boehm 1996) the authors have defined a mismatch which
is caused by a data connector to a subsystem that participates in the composition of different
software architectures. Originally, such a connection would have been forbidden by the
subsystem. The resulting system contained problems involving data transfers.

Also, consider an expert system and SQL database integration. The predicates output from
the expert system must be rearranged or converted to a form accepted by the database.

Referring again to Figure 10, two different components must share data but one uses a text
data format, while the other uses an object data format. These two components cannot transfer
data because of the data format mismatch.

An adapter, such as in (Gamma, Helm et al. 1995), matches the functional intent of an
Invalid Data Interoperability conflict solution. It can perform data format translation on
messages passed between the interfaces of heterogeneous components. Adapters have a
conversion mechanism between at least one input and one output port. Therefore, they have the
ability to perform one-to-one translations and many-to-many translations, covering the problem
scenarios presented above.

3.6 The Inconsistent Data Conflict Pattern

Name: Incondstent Data

Context : Partial, outdated, or incomplete data is communicated between heterogeneous
components causing unexpected data inconsistencies among correctly formatted data that can be
propagated throughout the application. An example of this conflict is depicted in Figure 12. The
problem is expressed in terms of updating data between a sequential component and a concurrent
component or concurrent threads inside one component.

Problem : Components that exchange data but have dissimilar execution styles may create a
situation where data that should represent a prescribed condition or state, instead contains
conflicting information. From an architectural perspective, this could be caused by a sequential
component sharing data with multiple concurrent components or with a component containing
concurrent threads.
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Sequential Component Concurrent Component

Figure 12: Example Inconsistent Data Conflict

Forces:

* An asynchronous, non-blocking source component that communicates data to another
non-blocking sink component may update its data differently than the sink (e.g., batch
changes vs. stream changes). Some synchronization of the data updates should occur.
Non-blocking components cannot perform this synchronization.

* A concurrent component is running multiple, concurrent threads which can perform
illegal or improperly sequenced changes to data in a component with single-thread
control.

Solution : The solution should provide ordered, scheduled, or some form of controlled
reads and writes to changing data sets. Depending on the mechanism used for control, buffering
or queuing functionality may also be required for concurrent threads. Thus, a combination of a
controller and extender generally resolves the Inconsistent Data conflict. The controller
sequences concurrent access to the data, and makes decisions about the next data request to be
granted and which components receive what data, while the extender performs the buffering and
queuing of multiple requests to or from the controller (between the controller and the concurrent
information).

Represe ntation : The Inconsistent Data solution contains two or more components, an
extender to queue requests, and a controller to coordinate data requests and updates. Figure 13
above provides an example extender/controller solution for an Inconsistent Data conflict.

It is not unusual for this conflict to be accompanied by an Invalid Data conflict. For this
situation, a translator would be combined with the solution in Figure 13 so that both conflicts are
resolved. A translator would receive or send data to the controller. Depending on the complexity
of the data formats and number of components, the translator may perform one or many
translations. The controller continues to makes decisions concerning the communicated data to
ensure inconsistencies are prevented within the application and can coordinate read and write
access. Figure 14 below presents a controller-extender-translator solution.

The solutions can reconcile multiple or overlapping requests to become more efficient. This
design allows for the dynamic incorporation of multiple source components to send data to the
extender, allowing for future additions of new components.
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Request

Extender
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Request
1
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DataRequest()
SendDataResponse()

Figure 13: Example Inconsistent Data Conflict Solution
using a Controller and Extender

«interface»
Source Component

Request

Extender

InputData : <unspecif> = null

PluglnRegister()
ReceiveDataRequest()
Buffer&ReconcileDataRequests()
ForwardDataRequest()
SendDataResponse()
BufferDataResponse()

Request

«interface»
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SendDataResponse()
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Request
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Figure 14: Example Inconsistent Data Conflict Solution
using a Controller, Extender, and Translator
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Example : If an application includes a mixture of sequential and concurrent components,
the multiple threads of the concurrent components could access data at different times via the
sequential component. The sequential component could be updating data in between each data
retrieval/access by the concurrent component. The concurrent component may contain multiple
values of the same data set or separate discordant values of the same data set. Similarly, if
multiple components are concurrent and each are receiving or accessing data from a sequential
component, then the two concurrent components could be processing different values of the
same data at the same time.

From the design perspective, if one component is executing or available while other
components are not active or are down, changes to data could be lost by the inactive components.
The problem is expressed in terms of exchanging data but can be caused by retrieving or
updating data between a sequential component and a concurrent component or concurrent
threads inside one component, or between two non-blocking components. This is often referred
to as a lost update problem and is a well-identified concurrency issue in database design
(Berenson, Bernstein et al. 1995).

Gacek provides an example of two blackboard systems being connected via a bridge (Gacek

1997). When one system sends data to the other system which is inactive, a data inconsistency
occurs (Gacek 1997).

4. Pattern Application

In this section, we use the development of a distributed system to exemplify the conflict
patterns. Once manifested, we use as a foundation the abstract solutions described within each
pattern to resolve the conflicts.

The distributed system we construct is called ANUBIS (A Network Utility for Book
Information Searching). The requirements of ANUBIS include

* Book information retrieval based on a title, author or ISBN entry
* Book recommendations based on user preferences and retrieval history
* Book cataloging according to user classification histories

Basically, ANUBIS should operate as a personal librarian distributed system for multiple
users that relies on internet access for current book information. To meet the requirements using
existing library services, ANUBIS relies on the following components:

* GUI for user entry and display that was originally part of a single user, desktop
application for book information storage

* A multi-user database to store owned, borrowed, loaned and donated books

* A recommendation engine that can examine external book sources and interpret what
books the user may enjoy

* An information update module that ensures database information matches current
online data from Amazon.com and the Library of Congress

* Two online data sources such as Amazon.com and the Library of Congress

* A publish and subscribe style middleware component that provides location
transparency and data transport'

ANUBIS was built at the University of Tulsa initially as a single user desktop application.
We explore the appearance of two conflicts as defined by the patterns during its migration to a
distributed, multi-user system. Figure 15 outlines the architecture of ANUBIS. The “stars”
indicate the point of appearance of conflict patterns Inhibited Rendezvous (IR) and Uninitialized

' Middleware has an API for clients but no real interoperability mechanisms.
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Control Transfer (UCT) given the architecture and communication properties of the components
and middleware.

Inhibited Rendezvous is exhibited in the interactions between the Updater component and the
middleware and in the interactions between the GUI client for the user and the middleware. In
both occurrences, an asynchronous component is attempting to communicate with a synchronous
component. To resolve the conflict for the GUI client, a controller provides a mechanism to
restrict request forwarding until there are no outstanding responses to the GUI and deploys
timeout processing to avoid the GUI waiting for a response forever. Similarly, multiple
asynchronous requests made by the updater are disallowed using the controller. An extender is
provided to receive an asynchronous request from the updater, store the request in a buffer, and
then forward the request to the middleware synchronously.

e e T e e e e e e e e e e e e e e e e e e T T T T T e o e o o e e e o e e

ID
9
Recommendation |
Engine Database Updater : Amazon .com
|
|
L

Conflicts

Lbrary of
Congress
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Figure 15: The ANUBIS Architecture

Uninitialized Control Transfer occurs in two places in Figure 15 — the GUI client’s
interaction with the middleware and the interaction between the middleware and the web
services for Amazon.com and the Library of Congress. Because the GUI client originally had a
direct connection to a single-user database, it did not have the functionality to send requests to
the middleware. Therefore, the connection required initialization to the appropriate middleware
queues. Furthermore, the middleware cannot initiate a control transfer to deliver responses. An
extender is provided to detect the GUI clients at startup, initialize the middleware connection.
Similarly, an extender is used to poll the middleware queue for client responses, pull responses
from the queue, and forward it to the controller. The controller processes these responses and
returns the control to client.

For the interaction between the middleware and the two web services, the Uninitialized
Control Transfer conflict emerges because the middleware cannot send requests to a web service.
Given that the middleware is based on the publishing and subscribing of messages, it does not
perform control transfers. Instead, the middleware assumes other software components will place
requests onto and pull responses from its message queues. For request processing, the
middleware expects other participants (including the web service) to initiate the interaction.
However, the web service cannot connect to the middleware queues to retrieve requests or
responses. A similar solution as expressed in the Uninitialized Control Transfer conflict between

20



the GUI client and the middleware can be used. One extender will initiate a connection to the
middleware before communication can begin. Another extender is provided to poll the
middleware queue for a web service request, pull the request from the queue, and forward it to
the controller. The controller processes these requests and returns the control to the extender so
that it may continue polling. The controller and extenders may be co-located with the client
software or consolidated into a connector shared among all active clients interfacing with the
middleware.

Because the database was defined prior to the introduction of the web services for
Amazon.com and the Library of Congress, there are discrepancies between the data items and
formats used. We indicate a direct conflict in Figure 15, though the data transfer occurs through
the middleware. The middleware allows for the packaging of the data for transport. However, the
database is responsible for making sure it can use the data from the web services once it arrives.
Therefore, it is crucial to detail with which components the Invalid Data (ID) conflicts occur so
that the necessary translators and filters can be put in place to complete the interaction.

5. Conclusion and Future Work

Interoperability issues will continue to plague component based system development as long
as an ad hoc analysis and design approach is used when creating integration solutions. This
research provides a pattern-based method for analyzing and identifying conflicts between
components in a distributed system based on architectural characteristics and application and
design constraints. Our conflict patterns promote proven, high-level solutions to common design
scenarios by focusing on the reasons that components in multi-component applications fail to
interoperate. A benefit of the approach is that the conflicts and their resolution strategies are a
separated concern from the components. Additionally, when changes to the components occur,
those changes can be assessed according to prior conflicts to determine if the resolution strategy
is still needed, if it must be augmented, or if it can be minimized. Since these patterns are based
on architecture characteristics of integrating components, they help to identify best-fit solutions
for interoperability conflicts caused by architecture mismatch in any situation.

The Restricted Control Transfer Conflict, Unspecified Control Destination Conflict, and the
Inhibited Rendezvous Conflict also impact the ability to successfully exchange and share data.
Further research will explore the relationship between these control conflicts and their impact on
information sharing among components.

If interoperability issues are approached with a thorough analysis of the components’
architecture and design, then a clearer picture is gained of each individual conflict present in the
integration. This analysis can then be extended to service-oriented architectures to reduce
interoperability conflicts of the types mentioned as well as dynamic environments in which
resolution strategies can be retained and reused as the environment changes. These two issues
require further research to formulate a comprehensive solution.
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